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Abstract
In this paper we present the Bilingual Audio-Visual Corpus with
Depth information (BAVCD). The database contains utterances
of connected digits, spoken by 15 subjects in English and 6 sub-
jects in Greek, and collected employing multiple audio-visual
sensors. Among them, of particular interest is the use of the
Microsoft Kinect device, which is able to capture facial depth
images using the structured light technique in addition to the tra-
ditional RGB video. The database allows conducting research
on multiple aspects of small-vocabulary audio-visual automatic
speech recognition, such as the use of visual depth information
for speechreading, fusion of multiple video and audio streams,
and language dependencies of the task. Preliminary results on
the corpus are also presented.
Index Terms: Audiovisual speech recognition, corpora, multi-
sensory fusion, depth information, languages.

1. Introduction
Employing visual information within automatic speech recog-
nition (ASR), has long been championed as a means to improve
robustness of the latter, thus enabling natural, speech-based far-
field human-computer interaction [1, 2, 3]. Crucial to the suc-
cess of such efforts is the availability of appropriate corpora
that allow investigating various aspects of the challenging re-
search problem of audio-visual automatic speech recognition
(AVASR).

Not surprisingly, a number of audio-visual (AV) datasets
exist in the literature. One of the most popular ones is CUAVE,
which is a database of isolated and connected digits (0-9) in
English uttered by 36 subjects [4]. Other databases include
Tulips1, a 12-subject database in English of digits 1-4 [5],
DAVID, a database of 31 speakers which includes digits, al-
phabets, and vowel-consonant-vowel (VCV) utterances [6], and
XM2VTSDB including 295 speakers uttering 2 sequences of
digits and a sentence each [7]. There are also some databases
where stereo-cameras are used to capture the 3D information
of the speaker’s face. Such a database is AVOZES which in-
cludes digits 0-9, VCV, CVC utterances and 3 sentences by 20
speakers in Australian English [8], later used in [9] for 3D lip
tracking. In [10], a Bumblebee stereo-camera is used for col-
lecting the WAPUSK20 database that consists of stereoscopic
video and 4-channel audio of 20 speakers uttering 100 sen-
tences in English, although not yet publicly available. Finally,
the AV@CAR database is a multimodal corpus of in-vehicle
videos in Spanish, which also provides 6 pictures of each sub-
ject in order to reconstruct the 3D textured mesh of the speaker’s
face [11]. In this paper, we present a new corpus, recently col-

lected by our team, aiming to address certain interesting aspects
of AVASR research. The database is collected using multiple
audio and visual sensors. Among them, of particular interest is
the use of a novel, popular and affordable device, the Microsoft
Kinect, aiming to capture 3D information of the speaker’s face.
No other such database that uses the structured light technique
exists for AVASR. In addition to the depth video, the corpus
also contains traditional color video, from both the Kinect and
HD video from a digital video-camera. Finally, as part of our
database, we present the first AV digit corpus in Greek to appear
in the AVASR literature.

The rest of this paper is structured as follows: The de-
vices, setup, and methodology for data acquisition are presented
in Section 2. In Section 3 we overview the specifics of the
database. Section 4 includes some preliminary experiments and
results on the color video sequences and Section 5 presents the
conclusions and outlines future work.

2. Data collection
2.1. Devices

For the data collection process we used multiple devices in or-
der to acquire different types of data, namely a High Definition
video-camera, an external voice recorder, and the MS Kinect.

2.1.1. Microsoft Kinect

The MS Kinect (fig. 1) is a new device used mainly for con-
trolling video-games through gesture recognition. Its design is
based on the PrimeSensor device [12] and it can capture both
VGA resolution video (640x480 pixels), as well as depth im-
ages of the same resolution. Depth images are acquired using a
laser, a camera, and the structured light methodology. Accord-
ing to this technique, the laser beam passes through a grating,
where it is split into many different beams. The beams are then
captured by an appropriate camera and the distance is calculated
using triangulation [13]. The effective range of the depth cam-
era is 0.7m-6m and its depth resolution decreases by distance.
This places a restriction at the position of the sensor in rela-
tion to the speaker, since if the sensor-subject distance becomes
too short, 3D information cannot be measured. The video cap-
tured from the Kinect in our experiments is 640x480-pixel, 24-
bit RGB at 20fps and 640x480-pixel, 11-bit at 20 fps. A more
detailed description of the data format is presented in Section
2.3. Despite the fact that the Kinect has built-in microphones,
at the time this database was collected there existed no possible
way to capture the microphone data through the USB interface,
therefore we used an external voice recorder.
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Figure 1: The Kinect Sensor.

2.1.2. Other devices used

The other two devices used were a Zoom H4 sound recorder and
a Cannon Vixia HF100 HD camera. The sound recorder fea-
tures a pseudo X/Y condenser microphone configuration which
exhibits nearly uniform directionality and relatively flat fre-
quency response. It can capture 24-bit 96KHz sound and can
record 2 external tracks; for our experiments we captured sound
in stereo 16-bit 44.1KHz PCM format, which is more than ade-
quate for voice signals. The digital video-camera captures HD
1080p video at 29.97 fps in MPEG TS format and AC-3 stereo
audio.

2.2. Setup

For collecting the audio and video we used all three devices
mentioned in Section 2.1. More specifically, since the Kinect
has two cameras, one IR camera for measuring the distance and
an RGB camera, that are 2.5cm apart, we rotated the whole de-
vice by 90 degrees so that lateral disparity is minimized. In ad-
dition we captured a calibration pattern (chessboard) from vari-
ous angles which can be used for calculating precisely the cor-
respondence between the RGB and the depth image. The dis-
tance of the Kinect to the subject’s face was approximately 0.9m
because of the range restrictions of the depth sensor. The HD
camera was placed on the side and slightly behind the Kinect, in
order to capture images as much as possible with the same angle
as the Kinect. The external audio recorder was placed between
the other two devices facing the person. A monitor was placed
behind the capture devices in order to prompt the speaker to ut-
ter specific number sequences. The position of the monitor also
ensured that the subject was facing the cameras at all times. The
whole capturing and prompting process was automated with the
use of a program written in Perl and controlled using a laptop.
The devices and setup can be seen in fig. 2.

2.3. Methodology

The videos where shot at the Vision Capture and Human Track-
ing Laboratory of the Computer Science and Engineering De-
partment at the University of Texas at Arlington. There were
three main benefits for shooting in this space: 1) It was possible
to maintain low audio noise levels throughout the experiment;
2) Illumination was controlled and set to 220 Lux during the
shooting; 3) The background is solid blue, allowing easy detec-
tion and tracking of the person’s head, as well as possible pro-
jection of different backgrounds using chroma-keying for face
detection experiments. We intended to collect a connected digit
corpus for digits 1-10 in both English and Greek. Therefore

(a) Devices placement

(b) Experimental setup

Figure 2: Devices and experimental setup

subjects were asked to read in a continuous manner random 10-
digit strings that were displayed on the monitor by an automated
script. Each subject was asked to read five 10-digit sequences,
repeating the process 6 times (totally 30 ten-digit sequences per
subject). In the English corpus, the number “zero” was read
either as “zero” or “oh” with equal probability, so the vocabu-
lary size was 11, while the Greek vocabulary size was 10. The
time available for reading each number was 5 seconds and the
recording time for the five sequences was 35 seconds. At the be-
ginning of each recording session the subject was asked to clap
his hands in front of the cameras to facilitate synchronization of
the various streams.

Various hurdles had to be dealt with for using the Kinect
for capturing video. Since at the time of the experiments there
existed no official software or drivers for interfacing with the
device, we had to rely on solutions developed by the open-
source community. Therefore our capturing program was based
on the libfreenect drivers and libraries and could capture
both RGB and depth images but no sound. Also, despite the
fact that according to the official specifications of the Kinect,
the video frame rate is 30fps, we could only capture video at
20 frames per second. In addition, although the PrimeSensor
has provision for hardware synchronization of the streams, the
Kinect has no such hardware. As a result the two streams are not
synchronized and also their corresponding frame rates fluctuate
slightly around 20 fps.

However, synchronization across the Kinect video streams
is possible due to the fact that our code records the capturing
timestamp of each frame. Additionally, for allowing the multi-
plexing of the streams into a movie, we facilitated the following
method. One of the streams is considered as reference (RGB)
and its framerate is normalized. This is achieved by separating

104 AVSP 2011, Volterra, Italy, Aug 31–Sept 3



the stream in 10-frame segments and, by using the timestamps,
calculating the framerate of this segment. If the framerate is
higher than 20 we drop frames and if it is lower than 20 we
use nearest-neighbor interpolation to duplicate frames. In most
cases either none or one frame needs to be either dropped or in-
terpolated thus not harming the smoothness of the video. This
also allowed for better synchronization with the audio stream
as well as more precise segmentation of the sequences in each
recording. Lastly the frames of the reference stream (RGB) are
matched to the frames of the other stream (depth) by finding the
temporal distance of the two. In the future we plan to use dy-
namic time warping for better matching of the two streams, but
the results using our method are considered satisfactory.

Because of the many different sensors used, we utilized
clapping at the beginning of each shooting session for synchro-
nization. The clap was captured by all sensors and was used
to manually segment the data streams and mainly synchronize
the Kinect video streams with the audio stream. An alternative
approach for synchronizing the HD camera streams is also pos-
sible, using the Zoom-H4 recorded audio and cross-correlation
of the audio streams recorded by the two devices.

3. The database
Our database comprises of two parts, an English and a Greek
set of connected digit utterances. The English part contains ap-
proximately 4.500 connected digits from 15 subjects of which 4
were native speakers and the Greek part contains approximately
2200 connected digits from 6 subjects all of which were native
speakers. The average age of the participating subjects was 29.
The data provided includes: 1) The original RGB and depth
frames captured by the Kinect, as well as the timestamps for
each frame, 2) The matched and normalized RGB and depth
frames, 2) The corresponding audio segments captured by the
audio recorder, 3) The HD audio-visual files from the video
camera. All the frame sequences and audio and video files
are segmented at the 10-digit sequence level. In addition we
include a number of calibration frames captured by the video
camera and the two Kinect sensors (RGB and depth), which
can be used for calculating the correspondences between the
different frames. The images captured by the Kinect are saved
as PNG format files because of its good compression rate and
lossless nature. RGB frames are saved as ordinary three chan-
nel 24-bit PNG files. On the other hand, depth frames returned
by the Kinect are single channel with 11-bit accuracy and there-
fore they are saved as 16-bit grayscale PNG files. Since or-
dinary monitors cannot display images with accuracy that is
higher than 8-bit for a single channel, we would need to com-
press the dynamic range of the image if we were to display it as
a grayscale image. Nevertheless, since we are interested in the
mouth region, it is possible to threshold the intensity values dis-
played taking into account the intensities of the ROI and expand
this narrow dynamic range to 256 values (8-bit). Such an exam-
ple is shown in fig. 3b after color mapping for visualization
purposes.

4. Initial experiments
For our initial experiments we used the RGB video captured
with the Kinect and the audio files captured with the Zoom H4
recorder, for the English part of the database. In order to extract
visual features from the video, we defined the region of inter-
est (ROI) as the mouth portion of the speaker face. The ROI is
64x64 pixels and was extracted by using two Viola-Jones detec-

(a) RGB image

(b) Depth image

Figure 3: MS Kinect images

tors, one to detect the face and a nested one to detect the mouth
of the speaker. We then extracted the even 2D DCT coefficients
of the ROI as informative visual features [14, 15]. The opera-
tion of the visual feature extraction front-end is shown in fig. 4.
The 3 highest energy coefficients were considered and then the
visual feature vector was normalized and delta and acceleration
coefficients were added resulting in a total vector length of 9.
The audio features used were MFCCs, also with their first and
second derivatives. The total length of the audio feature vector
was 39. Before fusing the two feature vectors, visual features
had to be interpolated from 20 to 100 Hz in order to match the
audio vector rate. The statistical models used for speech recog-
nition were 3-state left-to-right HMMs with 4 Gaussian mix-
tures modeling triphones. For training and testing purposes we
used the Hidden Markov Model Toolkit (HTK) [16]. We carried
out multispeaker experiments with an 80/20 split of the data at
various audio SNR levels using babble noise from the NOISEX
database [17]. The results of these experiments are shown in
fig. 5.

5. Conclusions

In this paper we have presented the methodology for collecting
the Bilingual AV Corpus with Depth information (BAVCD). In
addition to traditional approaches we used a novel device, the
MS Kinect which allows us to collect both color and depth im-
ages. We also presented some preliminary experiments on the
corpus based on the video captured by the Kinect. We plan to
carry out more experiments using the depth information of the
sensor, multisensory fusion and the bilingual aspect of the cor-
pus.

AVSP 2011, Volterra, Italy, Aug 31–Sept 3 105



(a) Face detector and ROI

(b) Mouth (c) Inverse DCT re-
constructed mouth

Figure 4: ROI extraction
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